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Abstract 
Social media platforms such as Twitter and the Internet Movie Database (IMDb) contain a vast 
amount of data which have applications in predictive sentiment analysis for movie sales, stock 
market fluctuations, brand opinion, or current events. Using a dataset taken from IMDb by Stan-
ford, we identify some of the most significant phrases for identifying sentiment in a wide variety of 
movie reviews. Data from Twitter are especially attractive due to Twitter’s real-time nature 
through its streaming API. Effectively analyzing this data in a streaming fashion requires efficient 
models, which may be improved by reducing the dimensionality of input vectors. One way this has 
been done in the past is by using emoticons; we propose a method for further reducing these fea-
tures through identifying common structure in emoticons with similar sentiment. We also ex-
amine the gender distribution of emoticon usage, finding tendencies towards certain emoticons to 
be disproportionate between males and females. Despite the roughly equal gender distribution on 
Twitter, emoticon usage is predominately female. Furthermore, we find that distributed vector 
representations, such as those produced by Word2Vec, may be reduced through feature selection. 
This analysis was done on a manually labeled sample of 1000 tweets from a new dataset, the Large 
Emoticon Corpus, which consisted of about 8.5 million tweets containing emoticons and was col-
lecting over a five day period in May 2015. Additionally, using the common structure of similar 
emoticons, we are able to characterize positive and negative emoticons using two regular expres-
sions which account for over 90% of emoticon usage in the Large Emoticon Corpus. 
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1. Introduction 
In the past few years, the growth of social media platforms has brought with it a wealth of unprocessed data, 
containing interesting information that may be inferred from the interactions of users. The astronomical amount 
of information renders manual human analysis unfeasible, and has thus stimulated the development of machine 
learning algorithms to aid in gleaning information from this data. These algorithms may be running in either a 
batch processing environment, where a data set is stored and analyzed, or in a streaming environment, respond-
ing to changes in the source content. There are many different types of information that may be extracted from 
social media datasets; one type is that of sentiment. When a user makes a post, it often contains an opinion or 
feeling that he or she has for something; this opinion may be either explicit or implicit.  

One of the most prominent social media platforms for sentiment analysis is Twitter. Over time, Twitter has 
become a vast source of data for different machine learning analyses, including natural language processing and 
sentiment classification. Enormous quantities of tweets are processed by Twitter every second, many of which 
contain users’ feelings towards products, brands, events, media, and a wide array of other things. The main dif-
ficulty with using these tweets to extract sentiment is that they lack direct labels which convey the overall feel-
ing or leaning of the text. This has led to many different ways to classify the tweets, involving both supervised 
and unsupervised machine learning. Analyzing Twitter using natural language processing also introduces inter-
esting problems; each tweet is limited to a maximum of 140 characters, meaning that normal grammatical and 
syntactical conventions are mostly ignored or circumvented. The consequence of this is that models of vocabu-
lary and sentence structure must be rebuilt according to the unique style which has developed on Twitter. 

In addition to Twitter, another large source of sentiment information is the Internet Movie Database (IMDb). 
IMDb allows reviewers with an account to post reviews on different movies, which includes both text and a 
quantitative rating. The net result is a large data source for sentiment analysis, where each review has a manual 
label from the review’s author according to the overall sentiment of the review; the advantage of such data is 
that the quality of these labels allows for isolation of prediction inaccuracy, as the labels themselves are already 
extremely accurate. The type of text in this data source is significantly different from the type in Twitter; the us-
ers are not limited to a certain character count, meaning that the text is more syntactically and contextually co-
herent. The natural consequence of this is that words with similar denotations or connotations generally occur in 
the same context, which oftentimes will improve the word model built from a dataset. 

This paper starts with a discussion of relevant literature on Twitter analysis, and then moves into a discussion 
of the datasets used in this study, which are derived from data taken from either Twitter or IMDb. After that, the 
methods utilized to obtain an abstract representation of a body of text as a vector are discussed in detail, as well 
as operations on this representation. A section dictating the results of these operations is next, followed by con-
cluding remarks and possible avenues of future research.  

2. Related Works 
There have been several studies demonstrating the value of data the can be obtained through Twitter. Sentiment 
analysis of Twitter data has interesting applications such as analyzing movie sales [1] or stock market fluctua-
tions [2]. It may also be used to evaluate public opinion of a brand [3] or current events [4]. The prevalence of 
public accounts along with incredible volume of tweets and minute-by-minute time resolution through the 
streaming API has made Twitter a popular choice for mass opinion mining.  

Another valuable feature of Twitter data is the popularity of user annotations on their posts. This includes 
both hashtags (e.g. #smile) and emoticons (e.g. =D). Previous studies have used emoticons as self-labels for 
labeling tweets based on sentiment [5] [6]. Additionally, many of these studies remove the emoticons after labe-
ling the tweets, leaving the original tweet text without emoticons. However, without the emoticons, the text of-
ten does not contain definitive sentiment information. For example, compare the difference between the tweets 
“heading to be early :)” and “heading to bed early :(”. These tweets are both very plausible and understandable 
and in full express a clear sentiment, however it would be impossible to determine which sentiment the author 
was feeling once the emoticon is stripped. 

As previously stated, there are many benefits to be gained in treating Twitter data as a live stream, including 
real-time analysis of events, but there are also many challenges. Some of these include time restrictions, unba-
lanced classes, informal structure, and highly compressed meaning [5]. For these reasons streaming models have 
to be built to be robust against these challenges. First and most obvious of these is the restriction on processing 
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time from receipt of raw text to classification. This demands that algorithms perform only a single pass over in-
coming data. Severely unbalanced classes can cause certain algorithms such as SVMs to baseline their predic-
tions with prior probability. This must be avoided to gain any useful insights from algorithms working in raw 
streams. Finally informal structure and condensed meaning which are common to all problems working with 
Twitter data can often be accounted for by using built in commonalities such as emoticons and hash tags. 

3. Data 
In this study, we used three different datasets, two of which contain tweets (Sentiment Analysis Dataset, and the 
Large Emoticon Corpus) and another which contains movie reviews (Stanford Movie Review Dataset). The 
Large Emoticon Corpus is a new dataset introduced with this study. For this reason, we discuss the collection 
and cleaning methods for this dataset in greater detail below. 

3.1. Sentiment Analysis 
The Twitter Sentiment Analysis Training Corpus consists of about 1.5 million labeled tweets, and is a compila-
tion of the Sentiment 140 [6] dataset, the Sentiment Classification [7] dataset, and the Twitter Sentiment Corpus 
[8]. This dataset was labeled using emoticons contained within the tweets, classifying each tweet as either posi-
tive or negative. The emoticons were then stripped from the text to avoid circular reasoning (i.e. tweet is labeled 
positive due to emoticon, emoticon dominates classification). We later removed mentions from the tweets (e.g. 
@someusertag), as any classification enhancement they provided might be attributed to overfitting. 

3.2. Large Emoticon Corpus 
The Large Emoticon Corpus, introduced in this paper, is a dataset of tweets which contain one or more emoti-
cons from a unique set of 115 emoticons. It contains roughly 8.5 million tweets, collected over the interval May 
13 - 18, 2015 using the Twitter 4J interface to the Twitter Streaming API. For analysis, mentions and retweet 
tags were removed from the data. A sample of 1000 tweets from this dataset was manually labeled with binary 
sentiment corresponding to positive and negative emotion. Additionally, a subset of 500 tweets from this sample 
was manually labeled with user gender. 

The tweets in the Large Emoticon Corpus have time and date information associated with them, allowing 
time-based analytics to be performed. One such inquiry, which we present later, is the frequency of a certain 
emoticon in tweet text over time. All times are in UTC, so they are not matched with local time, thus preventing 
time of day analysis. It does, however, open an opportunity for analysis of overall global emoticon usage over 
time. Additionally, a subset of about 38,000 tweets is tagged with geographic coordinates, which would enable 
time of day analysis on the subset. 

3.3. Stanford Large Movie Review Dataset 
The Large Movie Review Dataset from Stanford consists of fifty thousand labeled movie reviews, and an equal 
number of unlabeled reviews, taken from IMDB. The labeled reviews combine the text of movie reviews with 
their associated numerical rating. Reviews with a rating of seven or more out of ten are considered positive, 
while those with a rating of four or lower are considered negative. No more than 30 reviews are allowed for a 
given movie; additionally, a majority of the reviews are unprofessional. During analysis, stop words (taken from 
the NLTK Stopwords Corpus [9]) were removed from the text to prevent overfitting. 

4. Textual Representation 
The problem of representing natural language text in vector form for machine learning analysis has been around 
for decades, with early models using the Bag-of-Words technique. Textual representation can have a significant 
impact on the effectiveness of machine learning models as it determines what information is extracted from the 
original text. The goal is to retain as much pertinent information as possible. For this reason Bag-of-Words 
models, which lose all of the contextual and structural information of the text, are being replaced by distributed 
vector models such as Word2Vec and Sent2Vec; these are trained to understand the multifaceted relationships 
that exist between various words. The following sections highlight the different techniques we used to convert 
text into vectors. 



B. Dickinson et al. 
 

 
156 

4.1. Distributed Vector 
Word2Vec [10]-[13] is an algorithm which converts individual words to n-dimensional vector representations. 
For a given text (tweet, sentence, or paragraph), the vectors of each of the words may be combined to produce a 
single vector which represents the text as a whole. The cosine distance between two vector representations 
roughly corresponds to the contextual similarity of the two texts [11], allowing these vectors to be used in vari-
ous clustering and classification algorithms. To maximize the usefulness of word representations, a model must 
be built using text similar in structure and context to the target data. To generate models, Word2Vec uses con-
textual cues to determine the similarity between all of the different words in the training sample, meaning that 
the size and content of the training sample have a significant influence on the resulting vectors. Another distri-
buted vector model is Sent2Vec [14]-[16] which like Word2Vec creates a vector representation of a text in low 
dimensional space. It uses the Deep Structured Sematic Model (DSSM) or the DSSM with convolutional-pool- 
ing structure (CDSSM) to form its vector representations. 

4.2. Bag of Words 
The Bag-of-Words model of a text relates the frequency of a word or phrase in the text to an element in the re-
sulting representative vector. This leads to sparse vectors in high dimensional space. For this study, phrases with 
anywhere from 2 to 5 words were used to represent the text in the Stanford Movie Review Dataset. Unlike 
Word2Vec and Sent2Vec, the Bag-of-Words model does not take into account the similarity in meaning of 
closely related words. Likewise the n-gram representation of a text is an alternate vector representation which is 
based on the number occurrences of a “gram” (a sequence of characters). We selected the most commonly oc-
curring grams from the dataset; these were then used to convert each text to a vector by counting the number of 
occurrences of each gram in the given text. Each position in the resulting vector corresponds to a gram selected 
from the original text. 

4.3. Feature Selection 
Feature selection (a type of dimensionality reduction) is a way to reduce the dimensionality of a vector repre-
sentation of a dataset, removing redundant features and reducing over fitting. Generally, the classification accu-
racy remains constant or is improved as a result of this process for sparse vectors. The Correlation Based Feature 
Selection [17] algorithm was used to reduce the size of each of the vectors; this algorithm finds features that are 
highly correlated to training labels but are not correlated with each other. Another method of feature selection is 
the Chi2 algorithm [18]. This algorithm takes continuous inputs, and discretizes to determine features. The CFS 
algorithm was mainly used to perform feature selection; the Chi2 algorithm was used to rank the relative impor-
tance of each feature. 

4.4. Gender 
In addition to manually labeling the sentiment of 1000 tweets, about 500 of the sentiment-labeled tweets were 
also manually labeled with user gender. A survey of this data is presented in Figure 1 and Figure 2. The data 
indicate that emoticon usage on Twitter is dominated by female users, although surveys suggest total user gend-
er distribution is much more balanced [19] [20]. However, this is a relatively imperfect metric as Twitter does 
not collect gender information on its users, requiring the use of gender predictive tools to estimate this balance 
[21] [22]. Additionally, in Figure 2 it is apparent that proportionally, the emoticons utilized by male users are 
more positive than those utilized by female users. 

5. Results 
5.1. Stanford IMDB 
Representative vectors of the Movie Review dataset were constructed using Word2Vec, Sent2Vec (both 
CDSSM and DSSM), and Bag-of-Words models. Features were then selected from each of the vector sets to 
create new, reduced vector sets. Naive Bayes, Random Forest, and SVM algorithms were run on both the full 
and reduced vectors sets for each model. The results are shown in Figure 3. 

Performing feature selection on the Bag-Of-Words model of yielded the phrases most correlated with review  
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Figure 1. Emoticon usage by gender in a sample of about 500 tweets from the Large 
Emoticon Corpus manually labeled with user gender. The black line corresponds to the 
gender weighting of the sample. Note that the first few emoticons are significantly more 
frequent (Figure 6). While most of these emoticons are female-biased due to the sample, 
a few are used proportionally more often by males.                                         

 

 
Figure 2. Positive and negative sentiment by user gender. This uses the same data as 
Figure 1. When males use emoticons, they use proportionally more positive emoticons 
than females.                                                                         

 

 
Figure 3. Prediction kappa statistic of different classification algorithms on movie re-
view sentiment with different vector models. In most cases, the Word2Vec model out-
performed the other models. Additionally, the Sent2Vec model outperformed the DSSM 
in all test cases. The Bag-of-Words model appears to be the least consistent of all the 
models.                                                                                
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sentiment. A selection of the top 20 of these is shown in Table 1. The majority of the phrases only contain 2 
words, despite the fact that phrases with 2 to 5 words were used to build the Bag-of-Words; only 2 features from 
Table 1 contain 3 words. This is likely due to the fact that many higher-complexity phrases (containing a struc-
ture of smaller phrases) may have the same meaning, dictated by at least one of these smaller phrases; thus, after 
feature reduction, the majority of selected phrases have 2 or 3 words. 

5.2. Sentiment Analysis 
The analysis of emoticon use over time shows small fluctuations over small periods of time (e.g. minutes or 
hours) but is relatively constant over longer periods of time (Figure 4). It also shows the frequency of use of the 
different emoticons. Emoticon use is dominated by the first few most frequent emoticons; the first four most 
frequent emoticons represent 86% of tweets with emoticons. This indicates that sentiment classification requires 
relatively few features to achieve reasonable accuracy when emoticons are included in the tweets. To show the 
significance of keeping emoticons within the tweets, classifying predictions were run on the vectors generated 
from emoticon-containing text as well as emoticon-absent text (Figure 5). Because of the potential for unba-
lanced class labels we use the kappa statistic rather than accuracy to evaluate the performance of each algorithm 
[5]. 

 
Table 1. Ranking of the top 20 features from the Bag-of-Words model. Stop words from the NLTK Stopwords Corpus were 
removed from the dataset prior to analysis.                                                                               
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Figure 4. Emoticon usage by hour over a 5 day period from May 13, 2015 to May 18, 2015. The frequencies of each emoti-
con remain relatively constant over the collection period. The first five emoticons are the most dominate overall emoticon 
usage in the tweets.                                                                                         
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Figure 5. Chart showing comparison of classification algorithm kappa statistic on dataset with and without 
emoticons. The emoticons significantly affect the predictive ability of models built on the vectors produced 
from the tweets, especially in the case of N-Grams. Note that the SVM model prediction of the N-Gram re-
duced vectors had a Kappa Statistic of 0.                                                                                         

 
As shown in Figure 5, building models with emoticon-containing text and doing predictive analysis with 

these models is significantly more effective than using emoticon-absent text. In both representations (N-Gram 
and Word2Vec), the classifying algorithms had superior performance when emoticons were included. Addi- 
tionally, the utility of using reduced vectors is apparent, as it stabilizes differences in algorithms. Also, the graph 
indicates that Word2Vec has a higher kappa statistic than N-Grams on the dataset without emoticons, indicating 
that the predictive ability of the N-Gram representation is highly dependent on the inclusion of emoticons. 

In natural language processing, it is common to perform stemming on the input text. This operation usually 
involves removing the suffixes from different tenses of a word, leaving just the root [23] (e.g. “connect”, “con-
nected”, and “connecting” all have the root “connect”). A similar process may be applicable to emoticons as 
well, due to structural similarities in emoticons which convey the same sentiment. For example, the emoti-
cons:), :-), =), ;), and ;) all exhibit the root characteristic “)”, while :(, :-(, and = (all have the root characteristic 
“(” (see Table 2). While it is possible for positive emoticons to be backward (i.e. they contain “()”, the frequen-
cy of this occurring is orders of magnitude less than the forward emoticons (see Figure 6)). 

The structural similarity between emoticons may be used to reduce the amount of processing required to pre-
dict the sentiment of a given tweet. For example, the input text may be preprocessed by replacing emoticons 
with their base element. This reduces the number of unique features which correlate to sentiment, further reduc-
ing the computational expense of classifying a given text. An advantage of using this approach is that a regular 
expression may be used to match positive or negative tweets; this may be computationally more efficient than 
storing a set of emoticons and comparing each word each word in the set. 

5.3. Dimensionality Reduction of Distributed Vectors 
In many cases, vectors produced using Word2Vec contain many irrelevant or redundant features, which may in-
crease the computational expense of classification or clustering. They may additionally add noise, which de-
creases accuracy. One common way to reduce this is by performing feature reduction after calculating repre-
sentative vectors for text. However, it may be inefficient to generate vectors with excessive dimensionality, only 
to reduce or discard features. 

One way to remedy this is to build a model which minimizes dimensionality without sacrificing predictive 
quality. To test this theory, we built multiple models based on the Large Emoticon Corpus that cover the spec-
trum of dimensionality, and tested the predictive ability for sentiment given two datasets. Vectors were obtained 
using multiple Word2Vec models; labels for this dataset were obtained by using a Random Forest model [24] 
built on the manually labeled subset of 1000 tweets. One of the datasets contained about 100,000 tweets, with 
about 90% of the tweets being positive and the other 10% being negative; this was considered the unbalanced 
set. The balanced set contained a subset of about 20,000 of these tweets, but was chosen such that there was an 
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equal split of positive and negative tweets. Classifying was performed using an SVM model on the unbalanced 
and balanced datasets; additionally, a Naïve Bayes model was used to classify the unbalanced dataset for com-
parison. The results are shown in Figure 7. 

 
Table 2. Positive and negative emoticons by root character. The regular expressions matching the positive and negative 
emoticons are shown in the final row.                                                                                         

Base Positive Emoticons Negative Emoticons 

) :)   ;)   :-)   ;-)   =)  
( (: :(   :-(   =( 

/  :/   =/ 

D XD   :D   ;D   =D  
] :]   =]  

Regular Expression ([;:\-=X]{1,2}[)\]D])|([(/D][;:\-=X]{1,2}) [;:\-=X]{1,2}[(/o] 

 

 
Figure 6. Emoticon usage in the large emoticon corpus. The counts are divided by total collection time in minutes to yield an 
approximate usage rate. The first few emoticons dominate total emoticon usage; the first emoticon occurs about 16,000 times 
more frequently than the last emoticon on the chart.                                                                                         

 

 
Figure 7. Kappa statistic of sentiment prediction on two samples of the large emotion datasets. The balanced sample has an 
equal proportion of positive and negative labels, while the unbalanced sample has 90% positive labels.                                             
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Depending on the data and model chosen, dimensionality can be significantly reduced without adversely af-
fecting the predictive quality. If the dataset is balanced, it may be possible to reduce the dimensions further than 
if the dataset is biased toward one label. If the dataset is biased, an SVM model, which is designed to optimize 
accuracy, may be unstable with too few dimensions; it may begin to base its predictions entirely on prior proba-
bility. In this case, more features may be necessary. This depends on model type, though, as the Naïve Bayes 
model appears to be much more stable at high bias and low dimensions, for metrics other than accuracy. 

6. Conclusions 
This study introduced the Large Emoticon Corpus, which had provided insights into emoticon usage on Twitter, 
both in the frequency of individual emoticon use and usage based on user gender. We had also shown that posi-
tive and negative emoticons might be deconstructed into more basic forms and potentially used to classify posi-
tive and negative sentiment by simple regular expressions. Additionally, we found a bias in emoticon usage to-
ward female Twitter users, despite the relatively balanced gender partitioning of the platform as a whole. Also, 
we ranked the most influential phrases in the Large Movie Review Dataset, finding that the smaller phrases 
could better represent a set of longer phrases with similar meaning. Finally, we found dimension reduction to be 
an effective technique on distributed vectors; feature selection might be used to reduce dimensionality of models 
such as Word2Vec in order to improve computational efficiency when performing real-time analysis with data 
streams. 

A possible area for future research was deeper investigation into gender bias on Twitter with a larger dataset; 
by using a larger set of labeled gender data, it would be possible to determine to what extent male and female 
Twitter users utilized different emoticons. Another possible research topic was the optimization of dimension 
reduction for other labeled datasets, including sets with continuous inputs, compared to the binary inputs used in 
this study. 
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